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1 Stack based memory for the purpose of this article will be in reference to Intel-based x86 architecture which uses a 

LIFO data structure. This architecture uses a 32-bit addressable bus, which can assign 232 bytes of 1 byte memory 

addresses, or 4 gigabytes. 

This paper is intended to demystify the complicated subject of stack-based overflows. I have 

written this paper for people who may not have a background in computer science. I explain 

what a buffer is, what the different parts of a buffer are used for, how to craft a buffer overflow, 

and what happens when a buffer overflow is executed on a victim. Additionally, I explain 

common payloads and exploits that are run in the attack, and investigate post-exploitation 

activities. 

What is a buffer? A data buffer is simply an abstraction of physical memory, or random access 

memory (RAM) that is used to momentarily hold data. There are data buffers implemented 

everywhere: microwaves, airplanes, printers, and SCADA systems to name a few. If it has a 

processor, it most likely uses some form of a data buffer. Buffers are most useful for 

compensating for different read/write speeds between two points, such as a media server and a 

receiving host, or a program and a hard disk. The buffer allows for the quick, seamless delivery 

of data between the two. In this essay, the focus will be on the use of buffers to hold variables 

assigned to memory from program code. 

When a program is executed, it is broken into many parts and given access to certain parts of 

memory. Not all memory is created equal. There are multiple sections that are reserved for 

certain types of commands. The text section contains code and read-only data. Another section, 

data, contains used and unused process variables. Any attempt to write to, or exploit, these two 

memory sections will result in a segmentation fault, or a defensive mechanism carried out by the 

kernel which causes the offending process to crash. 

The last and most relevant section for the purpose of this essay is the stack section, and is often 

depicted as a physical stack, or a stack of plates. Why plates? The reason is because a buffer 

grows from the top-down (First-In, Last-Out FILO) or from the bottom-up1 (Last-In, First-Out 
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2RAM addresses are expressed in 32-bit (4-byte) values and are usually expressed in hexadecimal, little-endian 

(0x1234) format. 

LIFO). This type of system demands that when instructions are sent to memory, they are loaded 

in reverse order.  

The co-founder of Bugtraq, Elias Levy, writes that the stack is used to dynamically allocate local 

variables, to pass parameters to, and to return values from functions. This ability is achieved by 

PUSH and POP instructions. In assembly code, when a PUSH instruction is executed, a stack 

frame will be pushed on the stack. When a POP is executed, a stack frame is removed. A stack 

frame is a logical data block that contains a function’s parameters, local variables, and the data 

needed to locate the previous stack frame. A stack’s size is dependent on the amount of data 

assigned to it and it grows from higher to lower addresses.  

For those who may not be code savvy, a variable is an arbitrary string of characters or numbers 

which represents another value. For example, a programmer wants to add a greeting feature in 

his program that will display the user’s name when the program starts. Since the programmer 

does not know the name of the user, he is able to declare a variable (char username[13]) and 

reference it later in his code (printf (“Greetings %s”, username)) where “%s”  will 

become whatever the user inputs as his or her name up to 13 characters. Although this versatility 

makes variables and the stack region so useful, it is also the reason that buffer overflows exist.   

With all of these different sections of memory there has to be a way to classify what data goes 

where. Recall that memory is a collection of addresses2 that point to physical locations on a stick 

of RAM. Some addresses are given to special identifiers to separate memory sections or to 

delineate stack frames. These are called offset registers and they describe addresses contained 

within the stack. The Extended Base Pointer (EBP) points to the local environment of a stack 

frame, for this purpose one can think of EBP as marking the end of data for that frame. 

Conversely, the Extended Stack Pointer (ESP) marks the (lowest) address at the top of the
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stack. ESP is defined at boot time and all other addresses in the stack region are referenced in 

relation to its distance from the address of the ESP. Finally, the Extended Instruction Pointer 

(EIP) redirects the flow of a program to the address of the next instruction to be executed.  

One may wonder why instructions are not executed one after the other. Programming languages 

are very powerful and complex data manipulation tools that allow for dynamic, automated task 

execution. Many times the flow of a program can change or jump to a sub-program which may 

complete, and return a value to the originating program. It is faster for a processor to reference 

the address of an instruction in memory rather than move it to its sequential position. 

Now that we have become intimately familiar with what a buffer does, let us find out how buffer 

overflows work. A buffer overflow occurs when input data exceeds the amount of memory 

allocated to a character string. As shown above, it looks like this, char username[13]. This 

command allocates 13 bytes (or 13 characters, 1-byte per character) of memory to a variable 

called username. What would happen if a user’s name was longer than 13 characters? If the 

programmer had used unbounded functions, data in the buffer would be overwritten by the extra 

characters, the EIP would be overwritten, and the program would crash with a segmentation fault 

because it would not know the address of the calling function.  

Functions such as strcpy, scanf, and printf do not check character length when executing and are 

considered unbounded. An unbounded function is one that is not null-terminated, or not given 

the null character “0” in the final possible character position in a character string. When the 

program reads the null character, it is forced to stop accepting input after its place in the buffer, 

and will prevent segmentation faults and buffer overflows. Luckily there have been 

modifications to these vulnerable functions which allow no more than the allocated amount of
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 characters to be input and copied to the buffer. Although this vulnerability is widely-known, it is 

not uncommon for a programmer to miss a vulnerable function when testing his code, not to 

mention the multitude of antiquated programs that are still used today that contain vulnerable 

functions.  

The ramifications of using unbounded functions can be disastrous, especially when using the 

strcpy function. Strcpy is used in the C programming language to move a character string to 

another place in memory. This type of action is used in most every program and is the reason 

why so many programs are vulnerable to buffer overflow attacks. As stated above, there is a 

safer form of strcpy called strncpy which includes a “width” option that allows only a certain 

amount of characters to be copied to the stack. One can plainly see that it may be easy for a 

programmer to mix up the two functions during the coding process.  

When an attacker targets an application for which there are no prior exploits discovered, there 

are several steps he must take in order to carry out his attack. The first step is to find vulnerable 

string variables in the code, which can be easily accomplished using a text editor’s search utility. 

The next step is to find where the exact location of the EIP by trial and error. As stated above, 

the EIP is the return address for the calling function. One way to find the location of the EIP is to 

feed a string of characters into the string variable through a debugging application which will 

display the error information when the program runs. The attacker will try incrementing amounts 

of characters until all data up to but not including the EIP is overwritten. This is the most 

important step because since the EIP holds the address of the calling function, an overflow past 

that address would mean that the function does no know where to go and would crash. Knowing 

how many bytes until the EIP and location of the EIP allows the attacker to insert his own code 

into the character string which can be executed and return to the calling function without 
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3A socket is a combination of IP address and port number separated by a colon: 127.0.0.1:80 

crashing. The next step in the attack is to write an exploit which will fit in the vulnerable buffer 

discovered in the preceding step. To do this the attacker needs to write an “exploit sandwich” 

including a NOP sled, the shellcode (payload), and the address pointing to the NOP sled, 

repeated until it fills up the allocated buffer space. A NOP sled is a series of 0x90’s which 

represent “no operation” in assembly code and, when read by the CPU, will skip to the next 

command. After the NOP sled is the attacker’s shellcode which can either be hand-crafted or 

copied from other exploits. This code allows an attacker to carry out his malicious activity. Most 

times, shellcode will give the user a root shell on the target system. When the exploit is 

assembled in order (NOP sled, shellcode, repeated return address) and run in the target program 

it is pushed onto the stack in reverse order with the repeated address on top (toward the lower 

address). The repeated address points to an address in the NOP sled. The CPU “rides” the NOP 

sled into the shellcode. The shellcode executes, which delivers the payload, and the program 

exits. Now the attacker has administrator privileges on the target system and may carryout 

whatever dastardly deeds he wishes.  

The implications of buffer overflows are frightening, especially when such exploits are executed 

remotely. In addition to a local attack as described above, these exploits can be executed over a 

network connection via a socket3. An example of this is MS03-026, an exploit that affects 

Windows XP and Server 2003 with no service pack installed. This exploit targets a vulnerability 

in the Distributed Component Object Model (DCOM) which is accessed through a Remote 

Procedure Call (RPC). DCOM is an application layer protocol that allows objects to operate 

across different platforms. RPC allows a user to access a service from a server remotely through 

a socket. The DCOM RPC service is historically run through port 135, which handles the 

bindings between client and server interface mappings for data transfer. The exploit overflows a
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 buffer used by the DCOM interface on port 135 and creates a remote shell on port 4444 that 

connects to the attacker, also known as a reverse shell. The vulnerability allows the attacker to 

execute code remotely and escalate privileges very easily. There are several versions of the 

exploit code, but the most notable variant was developed by H.D. Moore, a network security 

engineer and founder of the Metasploit Project. By using Metasploit Framework, a Linux-based, 

command line penetration testing application, attackers can easily scan targets, identify 

vulnerable services, and launch exploits remotely using scripts accessed through a database. 

The RPC DCOM exploit found in Metasploit framework, ms03_026_dcom, is a customizable 

script that allows the user to select a target, a host, and a payload. A payload is the malicious 

code contained in the script and can be user-created or selected from a list of existing scripts. 

One script that deserves attention is msfconsole, a veritable Swiss army knife for remote exploits 

that provides a user interface filled with all sorts of black hat commands. The remote shell 

spawned from an exploit using msfconsole runs in memory on the target machine. The attacker 

can execute commands that can give him system privileges, copy files, clear the event log, 

capture keystrokes, and even record video from the target’s webcam. 

In conclusion, buffer overflow exploits threaten users on virtually every platform. From a multi-

faceted enterprise system to a simple home PC, buffer overflows can happen to anyone who is 

running vulnerable programs and services. The best defense against these attacks is to keep all 

software up to date. Even vendors of popular software like Microsoft, Oracle, and McAfee who 

spend millions of dollars on research and development to avoid such catastrophes, appear 

frequently in the National Vulnerability Database for buffer overflow exploits. Another defense 

is to turn on the firewall, install antivirus software, and keep the definitions up to date. Finally, 

most buffer overflow exploits can be avoided by turning off unneeded services.  
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